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Introduction
Massive Open Online Courses provide access to quality learning materials for everyone 
with an internet connection (Dillahunt & Wang, 2014; Pappano, 2012). Indeed, MOOCs 
attract a heterogeneous learner population with respect to personal characteristics 
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affluent countries benefit the most from MOOCs. In this work, we delve into this gap 
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ers’ language and development status. We do so by performing a large‑scale analysis 
across 158 MITx MOOC runs from 120 different courses offered on edX between 2013 
and 2018, with 2.8 million enrollments. We see that learners from developing countries 
are less likely to complete MOOCs successfully, but we do not find evidence regarding 
a negative effect of not being English‑native. Our findings point out that not only the 
specific population of learners is responsible for this bias, but also that the course itself 
has a similar impact. Independent of and less frequent than completion bias, we found 
assessment bias, that is when the mean ability gained by learners from developing 
countries is lower than that of learners from developed countries. The ability is inferred 
from the responses of the learners to the course‑assessment using item response 
theory (IRT). Finally, we applied differential item functioning (DIF) methods with the 
objective of detecting items that might be causing the assessment bias, obtaining 
weak, yet positive results with respect to the magnitude of the bias reduction. Our 
results provide statistical evidence on the role that course design might have on these 
biases, with a call for action so that the future generation of MOOCs focus on strength‑
ening their inclusive design approaches.
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such as age, level of education, geographic location, and ability (Chuang, 2017; Seaton 
et al., 2014; Türkay et al., 2017). As an illustrative example, the edX Introductory Physics 
MOOC 8.MReVx, that is one of the courses studied in this paper, attracted learners from 
169 countries, with educational level from secondary or less to advanced degrees, from 
14 to 75 years old, and with varying foreknowledge (Chen et al., 2016). As such, MOOCs 
may be an important vehicle for achieving the United Nations 2030 Agenda for Sustain-
able Development: “Ensure inclusive and equitable quality education and promote life-
long learning opportunities for all” (United Nations D.o.E, Affairs S, 2020).

However, open access does not guarantee equal opportunities to learn, and research 
suggests that learners coming from affluent countries are still the ones who benefit 
the most from MOOCs (Reich & Ruipérez-Valiente, 2019). MOOCs are dominated by 
western universities (Adams et al., 2019), and most of the courses are produced in Eng-
lish (Central C, 2021). Proficiency in English and latent cultural and social issues, are 
embedded as part of the course production and its assessment design. These may affect 
the ability of global learners to make the most of the new educational opportunities 
that MOOCs provide (Kizilcec et al., 2017; Türkay et al., 2017). In addition, as MOOC 
providers put more and more content behind paywalls (Shah, 2017; McKenzie, 2021), 
MOOCs become less accessible to financially weak learners hence helping to perpetuate 
the educational gap produced by socioeconomic status (SES). Other demographic fac-
tors such as gender are inconclusive with respect to learner success in MOOCs (Rabin 
et al., 2019), and we expect them to be unrelated to the students ability to learn.

The National Council of Measurement in Education (NCME) defines predictive bias as 
“The systematic under- or over-prediction of criterion performance for people belong-
ing to groups differentiated by characteristics not relevant to the criterion performance.” 
(The National Council of Measurement in Education, 2021). While the NCME’s defini-
tion is contextualized within standardized summative assessment, we find it also rele-
vant to assessment in MOOCs. In many successful MOOCs (and specifically, the MITx 
MOOCs that we study), formative assessment also serves for summative purposes. This 
pedagogy provides learners with resources and incentives for active learning (Alexan-
dron et  al., 2020), which is found to be highly effective in MOOCs (Koedinger et  al., 
2015; Colvin et al., 2014). So, while bias in summative assessment might indicate that 
students learned less, bias in formative assessment may indicate that the opportunities 
for learning that these learners received were less adequate to their needs.

Following this, we adopt the term ‘bias’ in the context of MOOC assessment, and use 
it to define two measures: Completion bias is defined as the reduced likelihood of a sub-
group of learners defined by a certain characteristic to complete the MOOC success-
fully, according to the course definition (typically, achieving a passing grade). Similarly, 
assessment bias is defined as the under-estimation of the ability for learners defined by 
this characteristic. Specifically, we focus on two characteristics: language, being a native-
English-language-speaker (or not) and Human Development Index (HDI), being from 
a developed or developing country. Our high-level goal is to study whether these char-
acteristics are associated with completion and assessment bias in MOOCs. This goal is 
formalized into the following research questions (RQs): 

RQ1:  Do we observe a completion bias with respect to language?
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RQ2:  Do we observe a completion bias with respect to HDI?
RQ3:  Does the course matter with respect to completion bias and HDI?
RQ4:  Is there an association between assessment bias and completion bias with 

respect to HDI?
RQ5:  Can differential item functioning (DIF) techniques reduce assessment bias with 

respect to HDI?

The chain of logic is as follows: First, we measure whether completion bias with 
respect to language or HDI actually exists. Secondly, we explore whether it is course-
related, suggesting that it may be a matter of course design. Thirdly, we aim to analyze 
the relationship between completion and assessment biases, potentially indicating if 
the completion bias may be partially connected to increased cognitive difficulties and 
reduced learning opportunities for certain groups of learners. And lastly, whether we 
can reduce the assessment bias using item-based analytical methods aimed at identify-
ing problematic items that should be removed or fixed.

To address these questions, we analyze data collected from ~ 150 MITx MOOC runs 
offered through edX during 2013–2018, with more than two million enrollments and 
78,000 certificates earned. Our quantitative methodology draws on learning analytics 
and psychometrics, and within it, item response theory (IRT) (Meyer & Zhu, 2013) and 
DIF (Martinková et al., 2017).

The contribution of this paper is threefold: First, it provides large-scale evidence of 
completion and assessment biases in MOOCs, and sheds some light on the relation 
between language, HDI, and learning in MOOCs. Secondly, it demonstrates, for the first 
time, that HDI effects in MOOCs are indeed course-related, and thus may be mitigated 
with conscious design. Lastly, it suggests a robust psychometrics-based learning ana-
lytics methodology, first applied to MOOCs, to address assessment bias and reduce its 
mean. This methodology can be used to provide MOOC designers with actionable ana-
lytics that can assist in reducing both biases in MOOCs.

Literature review
Heterogeneity in MOOCs

Massive Open Online Courses attract learners with unprecedented diversity with respect 
to factors such as demographic, age, level of education, language, motivation, goals, etc 
(Chuang, 2017; Seaton et al., 2014; Rabin et al., 2019; Alexandron et al., 2017). Various 
studies reported the relation between such factors and learning outcomes (Dillahunt 
& Wang, 2014; Deboer et al., 2013; Morris et al., 2015; Joksimović et al., 2018). These 
relations are in the focus of MOOC research from its early days: Deboer et al. (2013) 
explored the first MOOC developed on edX reporting no relation between achievement 
and age or gender, and only a marginal relation between achievement and level of edu-
cation. Dillahunt and Wang (2014) incorporated explicitly economic consequences of 
said related demographics into the analysis of six MOOCs, provided by Coursera. They 
compared target learners who identify as having financial difficulties, discovering that 
the target learners are underrepresented in MOOC enrollments, have lower grades, yet 
more certificates of distinction. Morris et  al. (2015) analyzed five MOOCs offered on 
FutureLearn and found significant association of course completion, age, prior online 
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experience, level of education and employment status. However, due to many anomalies 
found in the data, these associations were portrayed as simplistic.

This demonstrated diversity in the learner population is the result of MOOCs being 
a “global classroom” and a movement that raises the flag of democratizing education by 
providing access to quality learning materials for everyone with a device connected to 
the internet (Türkay et al., 2017). With respect to this promise, several studies argued 
that MOOCs actually serve, and are controlled by, the wealthy and educated (Kizilcec 
et  al., 2017; Reich & Ruipérez-Valiente 2019). Other studies were less pessimistic and 
reported that in some cases learners from developing countries (Zhenghao et al., 2015) 
or ones who face financial constraints (Dillahunt & Wang, 2014) may actually have 
higher benefits from MOOCs. Therefore, different studies have brought contradic-
tory views with respect to this story, and our results will further complement this open 
question.

Language, development status and learning in MOOCs

Achievement gaps may be due to language barriers (Kizilcec et al., 2017), hence language 
is an important issue. The non-native English speakers are also referred to as English 
language learners (ELLs), emphasizing that English was learned at some later stage in 
life and is not a native tongue. Interestingly, even though Joksimović et al. (2018) men-
tioned that “language represents a primary means of communication in computer-
mediated interactions” (p. 68), this systematic literature review makes no reference to 
language proficiency as a factor that affects student learning in MOOCs. Indeed, Cho 
and Byun (2017) argued that there is very little evidence on how English as a second lan-
guage (ESL) participants study in MOOCs. On that, Turkay et al. (2017) provided large-
scale evidence of the reduced odds of ELLs to obtain a certificate, and Duru et al. (2019) 
provided small-scale evidence on the reduced completion rate among ELLs. Another 
factor that is known to be associated with low learning achievements in MOOCs (and in 
other contexts) is low SES (Kizilcec et al., 2017). However, the influence of the complex 
relationship between learning, development and language is still unfolding in MOOC 
research.

Instructional design that supports the needs of ELLs while learning in a MOOC is 
required. Resource-oriented approaches that focus on making videos—the primary 
learning resource in MOOCs (Seaton et  al., 2014)—more adapted to ELLs, were pre-
sented in Uchidiuno et  al. (2018a) and Zee et  al. (2017). However, this issue was not 
explored with relation to assessment, which plays a key role in the learning process of 
MOOC students (Koedinger et al., 2015; Alexandron et al., 2020).

Similarly to previous studies (Türkay et  al., 2017; Uchidiuno et  al., 2018b), we refer 
to language proficiency of an individual as a binary variable with the values Native and 
Non-native English speaker. Development is measured using the country level Human 
Development Index (HDI) (Nations U, 2021), as a (very) rough estimate for personal 
SES. Using HDI is a common practice in MOOC research (Kizilcec et al., 2017; Reich & 
Ruipérez-Valiente, 2019).

To summarize, not enough is known about language and development effects on 
MOOCs learning achievements and gaps, and although there is evidence on the effect 
on certification, there seems to be a gap with respect to the interplay within these two 
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factors and its relation to assessment, as well as evidence that the effect actually differs 
among courses, hence related to its design. Our work aims to close this gap, by applying 
IRT and exploring the applicability of DIF methods to MOOCs.

Inferring demographics traits of MOOC learners

The simplest way to infer learners’ demographic data is through registration surveys, 
however the response rate to these surveys in MOOCs is low (Duru et al., 2019). With-
out direct evidence on enough learners, various approaches are being used to complete 
the missing demographic information. The common practice for inferring demographics 
is via Internet Protocol (IP) geolocation mapping (Shavitt and Zilberman, 2011). Lan-
guage for example is inferred by assuming that learners speak the primary language in 
the country from which they connect to the platform (Guo and Reninecke, 2014; Sea-
ton et al., 2014). Other practices for learners language inference include using the web 
browser language preferences (Uchidiuno et al., 2018a), or analyzing the combination of 
declared locality and keyword search within forum posts (Duru et al., 2019). In a similar 
fashion, inference of development status for each learner (HDI), is done via IP geoloca-
tion mapping and is available at the country level resolution (Nations U, 2021).

Course design and learning achievements

The relation between course design and learning in MOOCs has been mainly studied 
through between-subjects, within-course analysis, typically in order to optimize learn-
ing by identifying causal links between behavior and learning using data mining meth-
ods [e.g., Champaign and Cohen (2013), Koedinger et al. (2015), Chen et al. (2016); Renz 
et al. (2016)]. Within these, several studies highlighted the role of on-going assessment 
for both measuring (summative) and promoting (formative) learning in MOOCs, as 
well as for supporting analytics-based design (Alexandron et al., 2020; Koedinger et al., 
2015; Reich, 2015). However, there seems to be scarcity of cross-course studies that 
relate course factors and learning achievements. For example, Joksimović et  al. (2018) 
reviewed only five papers that referred to course characteristics as contextual factors 
that affect learning, with many more studies looking at learners’ variables. To conclude, 
most relevant research is exploring courses and implicitly including the set of learners in 
the analysis, not the courses themselves independently of the learner population.

Methodological challenges that between-course studies face might explain this. First, 
how do we define the instructional design of a MOOC? Such attempts were made by 
Oh et al. (2020) and Davis et al. (2017), but to-date there is no accepted methodology 
for encoding MOOC design. Another challenge is the limited access to appropriate data 
sets. Examples of studies that include multi-course data sets include Oh et  al. (2020), 
Türkay et al. (2017), Miyamoto et al. (2015), Davis et al. (2017) and  Ruipérez-Valiente 
et  al. (2020). However, none of these make a cross-course analysis that aims to study 
the impact of course features on learning outcomes, and indeed, the recent review of 
Oh et al. (2020) marks this as a valuable research direction. More generally, there is a 
lack of understanding of the causal factors affecting learning in MOOCs (Joksimović 
et al., 2018). To address this gap, Joksimović et al. (2018) suggests a unified framework 
for learning in MOOCs that is based on the model of Reschly & Christenson (2012). This 
framework seeks to generate associations between student engagement (e.g., motivation, 
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learning goals), contextual factors (e.g., demographic factors and attributes of the course 
and platform), and learning outcomes (e.g. immediate such as assignments grades, 
course-level such as course completion). We refer to this framework and demonstrate, 
to our knowledge for the first time, the relation between course as a whole and learning 
achievements, using a large-scale cross-course analysis. A research that is closely related 
to ours is Uchidiuno et al. (2018a), who focused on how ELLs interacted with videos. We 
focus on interactive assessment and completion rates, and study whether there is evi-
dence that the biases related to these variables are course-related.

Materials and methods
Empirical setup and research population

The empirical setup of our research are 158 MITx MOOC runs of 120 different courses 
offered on edX between 2013 and 2018, with 2.8 million enrollments and 78,562 certifi-
cates awarded. For RQ1–RQ3, our research population is composed of the learners who 
viewed at least once the course materials, denoted as viewers (N = 1,586,305) and the 
success criterion is course completion, as is defined per MOOC based on its grading 
policy. For RQ4, which conducts a within course analysis, we focus on certified learners 
within six MOOCs described in Table 1, and then use one of them for RQ5; the reasons 
for the choice of courses are explained in the Results. The unit of analysis for RQ4–5 is 
the learner, and is different from that of RQ1–3, which is the MOOC.

In terms of content and pedagogy, except for CTL.CFx, the courses followed an active 
learning pedagogy, with graded formative assessment that focuses on conceptual under-
standing and is spread along the course. A typical course unit contains three sections: 
instructional e-text and/or embedded video pages, homework, and a quiz. We expect a 
considerable variability in the level of English that different problems, and the instruc-
tional materials that support them, require. Typically, the problem sets of the instructor-
led courses have deadlines, and offer multiple attempts and immediate feedback.

Raw data and processing

The data for this research is based on edX research data exports, which include: (i) data 
containing user information such as self-reported demographics, course enrollments, 
etc.; (ii) clickstream data that contain a complete history of user interactions with the 
courseware; (iii) course metadata files that describe the course elements and the rela-
tions between them. These are analyzed using a pipeline combining computations done 
by edx2bigquery (Lopez et al., 2017) which is an open-source package for analyzing edX 
MOOC data, and a collection of self-developed data-mining scripts.

Inferring learner language and HDI

Each of the methods for inferring these attributes and are mentioned in the literature 
review has its pros and cons, and we are not familiar with any comprehensive study 
demonstrating that one of them is superior to the others in the context of MOOCs. 
Thus, we use the common, IP-based geolocation practice. First, the modal student IP 
address is used to infer the country to which the student is assigned. We refer to native 
speakers as ones whose modal IP is assigned to one of the following countries: United 
States of America, Australia, Canada, Ireland, New Zealand, United Kingdom, Trinidad, 
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and Tobago (The University of Shefield, 2021). Regarding development, the HDI grades 
countries from developing to developed on the interval [0,  1]. The range [0,  0.7] is 
defined as developing and describes the majority population in the world; while devel-
oped or the minority world is defined as being in the range [0.7, 1], as in Kizilcec et al. 
(2017). HDI is then used to impute the learners personal SES as either developing or 
developed. It is important to note that all of the English-native countries are high HDI 
countries as well, meaning there is not any English-native country with low HDI status.

Table 1 RQ4 and RQ5 courses characteristics

ESD.SCM1x 8.MReVx 7.00x.2

Course title Supply chain and logistics 
fundamentals

Mechanics ReView Introduction to 
biology—the 
secret of life

Duration (weeks) 13 11 (+ 2 optional) 16

Function Part of a full online program Introductory course Introductory course

Instruction language English English English

Instruction model Instruction led Instruction led Instruction led

N viewed 25,891 15,960 15,712

n certified 2184 502 940

Gender (%)
 Male/female/other or 

missing

70/22/8 72/15/13 51/39/10

Education (%)
 Secondary/college/

advanced

13/45/34 32/32/21 31/31/28

Top three participating 
countries

US (21%) US (25%) US (34%)

India (13%) India (17%) India (8%)

Brazil (4%) UK (3%) UK (4%)

Total number of countries 201 180 189

JPAL101SPAx CTL.CFx 3.MatSelx

Course title Evaluación de Impacto de 
Programas Sociales

Supply chain comprehensive 
exam

Structural materi‑
als: selection 
and economics

Duration (weeks) 6 1 3

Function NA Proctored exam for the MITx 
MicroMasters credential in 
supply chain management

Engineering 
introductory 
course

Instruction language Spanish English English

Instruction model Self paced Instruction led Self paced

N viewed 6041 765 884

n certified 441 397 884

Gender (%)
 Male/female/other or miss‑

ing

44/46/10 74/18/7 54/34/11

Education (%)
 Secondary/college/

advanced

7/46/32 5/42/46 25/24/40

Top three participating 
countries

Peru (15%) US (25%) US (36%)

Mexico (15%) India (7%) India (7%)

Chile (15%) UK (4%) UK (4%)

Total number of countries 87 107 74
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Measuring academic performance

There are various approaches for measuring learner performance in MOOCs, each rais-
ing different pedagogic and methodological issues (Joksimović et al., 2018; Bergner et al., 
2015; Alexandron et  al., 2020). We use two measures: course completion, and ability 
estimate that is based on learner responses to the course assessment. Course completion 
is based on accumulated course grade, which is the predominant proxy for course out-
come (Joksimović et al., 2018). Completion is a ‘broad brush’ binary measure indicating 
that the learner achieved a passing grade in the course.

Learner ability is estimated using IRT, which is a latent trait model that is based on 
the idea that the probability of a learner to answer an item correctly is a function of the 
learner ability and the item difficulty parameters. A main advantage of IRT is that it ena-
bles a comparison between learners who attempted different subsets of items (De Ayala 
and Santiago 2017). We follow the common modeling approach taken in these studies, 
and use the standard two-parameter logistic model (2PL) item response function (Birn-
baum 1968):

where di and ai are the difficulty and discrimination parameters of item i, accordingly, 
and s is the latent learner ability. Pi(s) is thus the probability that a learner with ability s 
will answer item i correctly.

IRT and MOOC data

Applying IRT to MOOCs raises several methodological challenges, as some of the 
underlying assumptions may not hold (e.g., a unidimensional, fixed trait). First, IRT 
assumes that the latent trait is fixed during the activity that generated the responses—an 
assumption that holds in the context of summative assessment, but not in the context of 
formative assessment that is spread throughout a MOOC. In this context, the student 
ability is actually expected to grow (by learning). Nevertheless, the applicability of IRT to 
MOOC data, and its advantages over classical test theory for measuring learner ability, 
were demonstrated in several studies (Colvin et al., 2014; Alexandron et al., 2019; Cham-
paign and Cohen, 2013).

Another delicate issue that should be dealt with is modeling multiple attempts, ena-
bled on many of the items in the courses that we study. A common approach, which 
was also applied to MOOCs, is translating multiple attempts to partial grading models 
(more attempts equal lower grade), for which there is a plethora of IRT models (Bergner 
et al., 2015). However, we preferred the more common dichotomous model that is based 
on correct-on-first-attempt (Alexandron et al., 2016; Champaign and Cohen, 2013), also 
because multiple learner attempts were found to be highly correlated with cheating (Rui-
perez-Valiente et al., 2016).

Another issue is that MOOC data sets typically contain a considerable amount of 
missing values, as some of the items are randomized, learners may skip items, etc. We 
removed items that were attempted by less than 10% of the learners, and addressed 
missing values as Missing-At-Random. In addition, some items may provide very little 

Pi(s) =
eai(s−di)

1+ eai(s−di)
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information on learner ability (e.g., extremely easy or difficult items). We removed such 
items.

Differential item functioning

DIF refers to a situation in which assessment items function differently across groups 
(typically demographic) of learners with the same ability level. It is considered a design 
flaw that may lead to unfair assessment and inaccurate decision making (Martinková 
et al., 2017). Since learners ability is a measure derived from all items simultaneously, the 
existence of DIF items may lead to underestimating the ability of some groups of learn-
ers. A typical example is a math exam in which some of the items require a considerable 
reading ability (Haag et al., 2013).

There are several methods for identifying DIF among test items. These can be classified 
according to several dimensions (Magis et al., 2010). With respect to the methodologi-
cal dimension, there are two approaches—parametric (IRT based), and non-paramet-
ric based. The former rely on the estimation of an IRT model, and the latter is typically 
based on non-parametric statistical methods for categorical data.

We use non-IRT based methods, as they require less assumptions on the underlying 
model. Specifically, we use Mantel–Haenszel (MH) (1959) which is a common approach 
for detecting DIF. It is a Chi-squared contingency table based approach that examines 
differences between the subgroups on all items of the test, item by item (Marascuilo and 
Slaughter, 1981). MH divides the ability (operationalized as total score) continuum into 
K intervals, classifies the examinees into these intervals based on their performance on 
all the items except for the one being evaluated, and then computes the contingency 
table per interval, while the MH test itself is for all the tables simultaneously.

We also use logistic regression (LR) which builds a separate LR model per item. The 
three independent variables are: (a) group membership, (b) total score parameter, and (c) 
interaction term between the two. The dependent variable is the probability of getting a 
correct response on the item. Roughly speaking, if the coefficients of the group or inter-
action terms are significantly different than zero, it is an indication of DIF (non-uniform 
DIF, in the case of the interaction term). The IRT and DIF analyses were conducted using 
the R packages ltm (Rizopoulos, 2006) and difR (Magis et al., 2010).

Analysis and results
RQ1: Do we observe a completion bias with respect to language?

To analyze this, we compute the ratio of two odds: the odds of native English speak-
ers to complete the course successfully, and the odds of non-natives English speakers 
to do so (the odds are the ratio between the amount of viewers who completed the 
course and the amount of ones who did not). Hereafter we refer to this quantity as 
odds ratio. To control for HDI, we focus only on learners from high-HDI countries, 
as all native English speaking countries we identify as such are characterized by high 
HDI score (Guo and Reinecke, 2014). See “Inferring learner language and HDI” sec-
tion for the exact list of countries. Our analysis is based on examining the distribu-
tion of the odds ratio in the course runs, as follows. Per course C, we compute a 2× 2 
contingency table T. The rows of T are defined as the language variable with values 
{native, non− native} , and the columns of T are defined as the successful-completion 
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variable in {TRUE, FALSE} . Concretely, T[1,  1]—the upper left cell—contains the 
number of learners who are English-natives and have completed the course, and 
T[1, 2]—upper, right—contains the number of English-natives who did not complete 
the course. Similarly, T[2, 1] and T[2, 2] contain the amount of non-native speakers 
who did and did-not, respectively, complete the course. The value of T[i, j] is denoted 
as nij . The odds of native speakers to complete C are n11n12

 , and the odds of non-natives 
to complete C are n21n22

 . Using these, the odds-ratio (Bland and Altman, 2000) for C is:

Below, Table 2 is an example of a contingency-table for the “Structural materials: selec-
tion and economics” course focusing on course viewers from developed countries. The 
odds-ratio for this course is 1.14, meaning that being a native speaker increases one’s 
odds to complete the course by 14% . Following the standard methodology for analyzing 
odds ratio, hypothesis testing is done on the log of the odds ratio, which is normally dis-
tributed under the null hypothesis.

The distribution of the log odds ratio over the 159 course runs is presented in Fig. 1 
in a bold line, and a reference distribution indicating no effect is in dotted line. To 
test whether language and completion are independent (given high HDI), we test 
whether the sample mean of the log odds ratio is different than zero (and respectively, 
the odds ratio is compared to one, meaning equal odds). The odds ratio is distributed 
with mean M = 1.076 , which is insignificantly different from 1 with p = 0.464 . Thus, 
we conclude that the likelihood of completing the course is similar for both groups, 
hence completion is independent of the language.

RQ2: Do we observe a completion bias with respect to HDI?

Next, we look at the HDI variable and ask whether it is independent of the completion 
variable. To control for the language variable, we include only the non-native English 
speakers in this analysis. We follow the same procedure as in RQ1, with HDI replac-
ing the language variable having possible values “high” and “low.” Thus, per course C, 
the contingency table T is defined as follows: T[1, 1] contains the number of learners 
who are high HDI and have completed the course, and T[1, 2] contains the number 
of learners who are high HDI, and did not complete the course. Similarly, T[2, 1] and 
T[2,  2] contain the number of low HDI learners who did and did-not complete the 
course, respectively. This is demonstrated in Table 3, for the course Structural materi-
als: selection and economics.

n11

n12
/
n21

n22
=

n11 · n22

n12 · n21

Table 2 Contingency table of “Structural materials: selection and economics”, third trimester, 2017, 
successful completion by language

Completed Did not complete

Native speaker 61 572 633

Non‑native speaker 117 1252 1369

178 1824 2002
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The odds ratio for this course is 1.11, meaning that being from a high HDI country 
increases one’s odds to complete the course by 11% . To test whether HDI and comple-
tion are independent, we again analyze whether the mean of the log odds ratio is sta-
tistically different than zero. Due to statistical considerations regarding minimal counts 
per cell (ni,j) , the total number of analyzed courses is slightly different than that of RQ1, 
altogether 137 course runs. The distribution of the log odds ratio among the 137 course 
runs is presented in Fig. 2, together with the hypothetical no-effect density (dotted line). 
The mean odds ratio M = 1.83 , is significantly different from 1 with p < .001 . In other 
words, controlling for language by focusing on learners from non English-native coun-
tries, the completion odds of a learner from high HDI countries are 1.83 times larger 
than the odds of a learner from low HDI countries.

To conclude the findings of RQ1 and RQ2 we indicate that being English-native and 
completing the course are independent of each other within learners from developed 
countries, while there is an association between HDI and completing the course within 
the group of non English-native learners. Hence, for the next question we focused our 
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Fig. 1 Comparison of the no‑effect and the sample log odds ratio distributions by language (full = sample, 
dotted = no‑effect)

Table 3 Contingency table of “Structural materials: selection and economics”, third trimester, 2017, 
successful completion by HDI

Completed Did not complete

High HDI 117 1252 1369

Low HDI 64 763 827

181 2015 2196
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attention on non English-native learners, and proceed with examining the bias defined 
by HDI and measured by the odds ratio as in RQ2.

RQ3: Does the course matter with respect to completion bias and HDI?

The rationale that drives our analysis is that if the “course matters” in terms of HDI-
related completion bias (demonstrated in RQ2), the odds ratio of runs of the same 
course (for courses offered several times) would be more similar than runs of differ-
ent courses. To control for language, we include only the non-native English speak-
ers. Our assumption is that between runs of the same course, only the population 
changes, while between different courses, both the population and the course change. 
In any case, we assume that the learners of each course-run are a random sample 
from a general population with respect to the measured variable, course comple-
tion. To analyze whether course and HDI completion bias are independent, we per-
form a permutation test. We compute the pairwise distance (absolute distance) 
d between the log odds ratio of each pair of runs i,  j, denoted d(i,  j). We then define 
two groups: group A = {d(i, j)|i and j are different runs of the same course} , and 
group B = {d(i, j)|i and j are runs of different courses}.

The distribution of d(i,  j) for groups A and B is presented in Fig. 3 (A = True, B = 
False), where the bold lines represent the medians of each distribution. Looking at the 
within-course pairwise distances, the mean of log(odds ratio)s absolute difference of 
completion is M = 0.16 based on n = 124 pairs and Mdn = 0.05 . For pairs of differ-
ent courses the mean is M = 0.3 based on n = 1992 pairs and Mdn = 0.26 . The differ-
ence between the means is significant with p < .001 in a Welch Two Sample t-test with 
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Fig. 2 Comparison of the no‑effect and the sample log odds ratio distributions by development and 
controlled for language (full = sample, dotted = no‑effect)
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t(137.55) = 6.01 . The notches of the boxes in the box-plot in Fig.  3 indicate a strong 
evidence that the medians of these distributions differ significantly, as well. Since the 
changes are absolute we can infer that course related factors contribute for a mean 
change of 0.3− 0.16 = 0.14 . Thus, we conclude that “the course matters” with respect to 
completion bias.

RQ4: Is there an association between assessment bias and completion bias with respect 

to HDI?

As the course explains almost half of the value of the odds ratio (47%) , we turned our 
attention to examine which components of the course may contribute to the completion 
bias. As the assessment determines learners’ grade and thus determines the completion 
status, we examined whether we can find similar signs of bias against low HDI learners 
in the assessment, which may explain the bias in the completion rates. To do so, we ana-
lyze six courses—the three courses with the largest number of certified learners among 
the courses that include completion bias (SCM, 7.00, 8MReV), and the three courses 
with the largest number of certified learners among the courses that do not include com-
pletion bias (JPAL101SPAx, CTL.CFx, 3.MatSelx). The characteristics of these courses 
are described in Table 1. As an anecdote, the course JPAL101SPAx is using Spanish as 
the instruction language, which can be an explanation for the lack of completion bias. 
We note that even though completion bias exists on the level of the entire course portfo-
lio, individual courses differ on this measure, with some containing no bias at all.

To measure the assessment bias (defined as the under-estimation of the ability for 
learners from developing countries; see “Introduction”, paragraph above the RQ’s), we 
compare the ability estimate, computed using IRT, of the two groups. The distribution 
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Fig. 3 The distribution of absolute differences between log odds ratios of all pairs by pair type
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of the ability estimates is presented in Fig. 4. Among the six courses, five do not con-
tain assessment bias. The sixth course and the only one that does contain assessment 
bias, is 3.MatSelx, Facet f, Fig. 4. However this course does not demonstrate comple-
tion bias. The characteristics and inference results of the bias analysis are summa-
rized in Table 4.

Regarding 3.MatSelx which exhibited assessment bias, the mean ability of the learners 
from developed countries is M = 0.03, whereas M = − 0.46 for the developing coun-
tries. This difference is statistically significant with t(37.38) = 2.39, p = 0.022 , meaning 
there is a significant assessment bias. Thus, the assessment bias in this course-run can be 
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Fig. 4 Estimated IRT ability parameters by HDI (blue = developing, red = developed)

Table 4 RQ4 and RQ5 (bolded half column titled 3.MatSelx) courses completion and assessment 
bias characteristics

ESD.SCM1x 8.MReVx 7.00x.2

Developed mean − 0.048 − 0.041 0.04

Developing mean 0.089 0.095 0.183

t (df ) 0.98 (206.73) 0.79 (191.67) 1.12 (132.1)

p .331 .434 .266

OR (p) 1.684 (< .001) 1.442 (.004) 1.248 (.029)

n (learners/items) 531/468 501/434 940/853

JPAL101SPAx CTL.CFx 3.MatSelx

Developed mean 0.053 − 0.001 0.033
Developing mean 0.582 − 0.043 − 0.461
t (df ) 2.375 (4.18) 0.247 (55.43) 2.388 (37.38)
p .074 .806 .022
OR(p) 1.207 (.248) 1.097 (.622) 1.114 (.505)
n (learners/items) 160/300 348/65 152/41
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calculated as 0.03− (−0.46) = 0.49 measured in standard deviations. To conclude the 
results of RQ4, we see no evidence that completion bias and assessment bias are system-
atically associated.

RQ5: Can DIF techniques reduce assessment bias with respect to HDI?

Last, and following the findings indicating that assessment bias may exist in some 
courses, we turn our attention to studying methods that may reduce the assessment bias. 
We focus on methods that aim to identify items on which there is a statistically signifi-
cant difference between different sub-groups, collectively known as DIF, as described 
in “Materials and methods” section. We ran these methods on 3.MatSelx, in which we 
observed a statistically significant assessment bias against low HDI learners. The final 
IRT model of this course is based on 152 learners out of the 241 learners who achieved a 
passing grade (completers).

Table 5 presents the number of problematic ‘biased’ items that were identified by each 
method, and the effect of removing these items on the mean value of the ability estimate 
for each group.

The number of items in the full IRT model that is used to demonstrate the assess-
ment bias contains 36 items. The removed items using each method turned up to be 
not unique: MH yields a single item, and the Logistic method yields three items, among 
them the one identified by MH.

Based on our DIF results, the logistic-based analysis is the most effective in discov-
ering problematic items, and in narrowing the gap between the groups. However, even 
after removing the items discovered by these methods, the difference between the 
means of ability estimate in the groups (assessment bias) is still statistically significant (p 
= .035). The assessment bias is still present after the DIF treatment.

Summary of results

To conclude this section, we see that:

• The odds of learners from low HDI countries to complete MOOCs successfully are 
55% of those of learners from high HDI countries.

• With respect to language, we see no evidence that learners whose native language is 
not English have lower odds to complete MOOCs successfully when controlling for 
development status.

Table 5 DIF methods on the course 3.MatSelx

Method Original model MH Logistic

Number of items in Model 36 35 33

Number of removed items (%) – 1 (3%) 3 (8%)

Mean ability for developed 0.03 0.02 0.01

Mean ability for developing − 0.46 − 0.48 − 0.44

Difference between means (%) 0.49 0.5 (102%) 0.45 (92%)
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• The course itself is also responsible for the effect on learners from low HDI coun-
tries, explaining 47% of the value of the odds ratio.

• The completion bias is not associated with assessment bias among the successful 
course-completers and in 83% of the MOOCs we checked we see no evidence that 
learners from low HDI countries are disadvantaged. Assessment bias may be found 
in some courses, specifically in 17% of the courses we looked at.

• Applying DIF methods for addressing the assessment bias found in a course yields 
weak results with respect to the magnitude of reduction.

Discussion, limitations and conclusions
MOOCs promise access to high quality learning materials for everyone with an inter-
net connection. However, our findings demonstrate that the odds of non-native English 
speakers from low HDI countries to complete a MOOC are nearly half of the ones of 
non-native English learners from high HDI countries (RQ2); we refer to this as comple-
tion bias with respect to HDI. The language variable, when controlling for development, 
was found to be independent of MOOC completion, which contradicts (Türkay et al., 
2017), which reported that the odds of ELLs to obtain a certificate are ∼ 60%, p < .001 of 
those of native speakers.

The contradicting results can be explained by many factors: (a) The measured out-
comes—completion and certification—are strongly correlated, but not identical; (b) The 
data sets are different, although both are large MOOCs datasets (~ 150 MITx vs. ~ 100 
HarvardX MOOCs); (c) The model and control variables are different; (d) The results 
of Türkay et  al. (2017) are reported on the pooled data of all learners in the MOOCs 
whereas our results are computed per MOOC, therefore Simpson’s paradox (Blyth, 
1972) can explain the different results; (e) We used the data of all the learners and com-
puted the language/HDI variables based on IP, while the results of Türkay et al. (2017) 
are based on the edX survey, which are typically answered only by a small subset of the 
MOOC learners, and are thus subject to self-selection bias. These different results call 
for additional research on the role that language may play in MOOCs, as this can inform 
more equitable course production across providers and improve the learning experience 
in MOOCs for all learners.

Aside from the relation between completion, language and development status, 
another question arises regarding the factors affecting the completion bias. What is the 
effect on the completion bias of within-course features such as assessment items, and of 
across-course-run features such as learner population. The analysis of RQ3 underlines 
that course features are an important factor affecting the completion bias, indicating 
that the course design may strongly affect the odds of non-native speakers from low HDI 
countries to complete MOOCs. This first (to the best of our knowledge) statistical evi-
dence on the role of course design on course completion gives hope that some of the bias 
may be treated with more inclusive design. Similarly, previous large-scale interventions 
have shown that these might work in some courses but not in others, also suggesting the 
importance of course design and learner population (Kizilcec & Kambhampaty, 2020). 
The future generation of MOOCs should strengthen their inclusive design approaches 
(Iniesto and Rodrigo, 2018).
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In light of these findings on the effect of course design on completion odds of learners 
from developing countries, we focused our attention on the assessment. The results of 
RQ4 showed that the relation between ability estimate and course completion might be 
far more intricate than we might have anticipated. Out of six courses that we examined, 
only one exhibited assessment bias, even though this course was without significant evi-
dence of completion bias in it. In four of six (67%) courses the difference in ability by 
HDI is actually opposite from expected, with low HDI learners achieving greater mean 
ability than high HDI ones, although all differences are statistically insignificant. Our 
IRT methodology resulted in a unique group of learners that represent the core learn-
ing group in the course-run hence allowing to shed some light on the relation between 
ability estimate and completion rate. Assessment serves both learning and measurement 
purposes, and may be the single most important factor affecting learning in MOOCs 
(Koedinger et  al., 2015; Colvin et  al., 2014; Alexandron et  al., 2020). If learners from 
developing countries face increased difficulty during learning, they will be more likely to 
drop-out, although the ones that “survive”, do not “pay” in a decreased estimate of their 
ability, usually, and sometimes excel over the learners from developed countries. This 
excellence might be the result of additional motivation and dedication of learners from 
developing countries although this remains an open question.

In RQ5 we explored means to treat the observed assessment bias, by identifying prob-
lematic items that are biased with respect to HDI. While our IRT-oriented, DIF-based 
methods did identify up to 8% of the items as problematic, removing these items had only 
a minor effect on the difference between the ability estimate of both groups (Table 5). 
This may have several explanations. Firstly, there could be a few methodological expla-
nations: The non-parametric DIF methods that we have used require less assumptions 
than parametric ones, but are of lower power, meaning that only items that are severely 
biased are detected. In addition, it might be that there is just too much bias and hetero-
geneity for such methods to work properly—DIF methods look for a contrast between 
the behavior of a single item and the overall trend. If too many items are biased, this 
item-level approach would fail. However, we believe that there might be a deeper con-
ceptual issue involved. DIF is a reductionist, bottom-up approach that operates under 
the assumption that course elements can be treated separately. But (effective) learning 
design may have a more holistic nature, with intricate relations between the course ele-
ments. In such cases, reductionist approaches might be inappropriate, and treating the 
bias effectively would require top-down or even better, an integrated approaches. Only 
after such approaches are applied, item-level methods can be applied to further optimize 
the assessment.

To conclude the discussion we borrow terms and concepts from Joksimović et  al. 
(2018) who offered a framework for learning in MOOCs. Both biases we explored, com-
pletion and assessment, are two different complementary evidences of learning, each 
from a different perspective. Course completion is a conventional course-level academic 
learning outcome, usually composed of success and participation measures of the course 
content as is indicated by the existence of a grading formula. Our results indicate that 
not only is it different for distinct learners based on demographic contexts (development 
status), it is also associated with the course content, and specifically the assessment of 
the course. The one size fits all model of MOOC pedagogic design creates evidently 
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different sorts of engagement in the course; explicitly, the assessment bias which is an 
immediate, academic, and direct learning outcome (evident on learners-groups formed 
using the IP coded language and development status). The minor reduction in assess-
ment bias contributed to using DIF suggests that although IRT captures important 
aspects of engagement and learning in MOOCs, course design and pedagogy are of a 
more holistic nature and are not fully explained by its item-wise approach.

Our study has several limitations: with respect to measurement error, we use the 
learner’s modal IP as a proxy for language and development status. This methodology 
has obvious limitations such as misclassification, where non-natives (natives) reside in 
an English (non-English) speaking country or use IP concealing tech (i.e., Virtual Private 
Network (VPN)). Still, it is a common methodology within online (education) research, 
which both the literature and our belief indicate as of sufficient accuracy for our pur-
poses. This answers a similar argument that can be said regarding the country level 
development status which neglect within country variability and instead use a coun-
try-wide average. With respect to the data, our study is based on a database of MITx 
MOOCs. This is not a randomly selected set of MOOCs in terms of domain (almost 
entirely science and technology), course design (e.g., MITx MOOCs may be more prob-
lem-solving oriented), and the learner population that these courses may attract.

Conclusion
This paper analyzed the association between language, development status, and learn-
ing achievements in MOOCs, using a large data set of 158 MITx MOOC runs from 120 
different courses offered on edX between 2013 and 2018, with 2.8 million enrollments. 
The results yielded that with respect to language, when controlling for development sta-
tus, native and non-native English speakers have similar odds to complete the course. 
However with respect to development status, when controlling for language, the results 
indicate a clear bias against learners from low HDI countries, whose odds to complete 
the course are only 55% of learners from high HDI countries. Next, we explored the role 
of the course in explaining the completion bias, and found that the course explains 47% 
of the value of the odds ratio. However, and quite surprisingly, we did not find an asso-
ciation between said completion bias and the bias in the ability estimate of learners from 
low HDI countries who did complete the course. Within a course that does include such 
assessment bias, psychometrics techniques for eliminating bias in assessment were mar-
ginally effective.

Our findings significantly strengthen previous results on the negative association 
between development status and performance in MOOCs, and contradict the results of 
previous studies that reported that non-native English speakers have lower odds to suc-
ceed in MOOCs, and they do so based on a much larger data set. In addition, they pro-
vide the first large-scale statistical evidence on the role that course design might have on 
these biases. These findings both call for action for closing these gaps, and give hope that 
inclusive design in MOOCs may actually help to address them. On the methodological 
aspect, this work defines two useful terms—completion and assessment bias, and pow-
erful methodologies to study them, the odds ratio and IRT. In addition, it is the first to 
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examine the applicability of DIF methods for the purpose of increasing the fairness of 
assessment in MOOCs by advising on the course design.
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